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About WANdisco Fusion®
WANdisco Fusion is a software application that enables
you to seamlessly replicate data between file systems,
object storage (e.g. S3, WASB) and Hadoop clusters
running any distribution. It can replicate data between
environments that use otherwise incompatible storage
systems with each system able to read and write to
their local copy of the same data without introducing
inconsistency. WANdisco Fusion’s sophisticated approach
to distributed consensus makes this possible at global
scale, regardless of distance between participating
systems.
Fusion uses WANdisco patented Active Data Replication™
(ATDR) instead of traditional active/passive batch data
transfer techniques that require downtime, or at the
very least, require systems to be in a read-only mode,
making them unusable for live production data that
is continuously changing. This means that Hadoop
clusters and other cloud storage environments can be
fully utilized in an active/active capacity without causing
data consistency issues. In other words, LAN behavior is
achieved at WAN scope, as if you were operating against
a single data source at one location, instead of two or
more that could be thousands of miles apart.
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Organizations that want to leverage the massive
economies of scale and significant cost savings offered
by Amazon Web Services [AWS] for on-demand burst-out
processing and offsite DR, or wish to migrate their onpremises applications and data to the cloud entirely need
a solution to get them there.
Traditional tools only support unidirectional bulk transfer
of static data to the cloud, in what is referred to as a “life
and shift” approach. This approach can disrupt normal
business operations, as new data cannot be generated onpremises while a transfer is in progress and limits the range
of applications and data that can be moved to the cloud.
In addition, traditional tools offer no capability to support
true elastic data center hybrid cloud use cases that require
actively changing production system data to move back
and forth between cloud and on-premises environments.
Our patented Active Data Replication™ (ADR) technology
enables you to replicate data to Amazon Web Services
[AWS] storage environments with no disruption to your
on-premises systems. Changes can be made to the
local copy of the data in either environment without
risking divergence. WANdisco Fusion guarantees data
consistency, or one copy equivalence at a global level
across cloud and on-premises storage.
For example, by bringing your data to Amazon S3, you
can take advantage of the vast resources and range of
applications available on Amazon’s cloud platform. You
can spin up Elastic MapReduce clusters to process your
data at scale for the time needed for specific analytics
applications. You can share data across systems, and use a
wider variety of tools. You can take advantage of multiple
storage options for your data to minimize cost while
retaining control over data availability and resilience. You
can exercise fine-grained control over the security of your
data, and automate infrastructure operation activities that
previously required manual intervention.
WANdisco Fusion can be deployed to enable data
replication with AWS environments, including S3 storage,
EBS volumes and more. Our patented WANdisco Fusion
technology provides consistent replication of data and
metadata between file systems, Hadoop clusters and
object stores such as Amazon S3, Google Buckets, and
Azure Blob storage.
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Benefits
Using WANdisco Fusion to replicate with AWS provides
the following benefits:
Fast, active S3 migration
WANdisco Fusion transfers data to Amazon S3 as it
changes in on-premises local and NFS mounted file
systems, Hadoop clusters and other cloud environments
with guaranteed consistency. Continuous active migration
eliminates WAN traffic spikes and allows high volume data
transfer to keep up with on-premises ingest rates.
No downtime and no disruption
S3 and on-premises environments operate in parallel
during migration, allowing data and applications to move
in phases with no disruption to normal operations.
WANdisco Fusion also provides automated forward
recovery after planned or unplanned network or hardware
outages in both on premise and S3 environments, so
there’s no need to restart the entire migration process.
Disaster recovery using the cloud
The cloud greatly extends disaster recovery options,
yields significant cost savings by reducing spending
on hardware and in-house support staff, and provides
insurance against on-premises infrastructure failure.
However, solutions available for cloud DR vary greatly,
directly impacting the amount of downtime and data loss
experienced after an outage. WANdisco Fusion’s ATDR
enables S3 to be used for on-premises disaster recovery
with virtually no downtime and no data loss as the latest
on-premises changes up to the point in time that an
outage occurred will have been captured in AWS.
Without WANdisco ATDR capability, the data available
in the cloud to recover from may be hours or days out
of date, and won’t support either business or regulatory
requirements for availability.

Use cases
Migration from on-premises to cloud
A common issue when migrating data from an onpremises cluster to AWS is ensuring that at cutover
time, applications are operating correctly. This means
migration must take place over a weekend and involve
a complete cutover so that the data migrated to AWS
accurately reflects the state of the on-premises cluster at
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cutover time. Once data ingest is redirected to AWS, the
old on-premises cluster becomes stale and diverges from
the cloud data. If an error is discovered you must migrate
data back on-premises to make it relevant again which
can lead to additional errors and downtime. WANdisco
Fusion’s active migration ensures the data is always
current and relevant in both locations. The environments
operate in parallel with no downtime until migration is
complete. Applications can be tested side-by-side in both
environments to verify functionality and performance.
This means problems can be detected and addressed
as they occur, rather than after a period of downtime
when they may be difficult or impossible to fix without
restarting the entire migration process.
Hadoop disaster recovery
Though rare, occasionally disasters do occur that can
bring an on-premises data center out of operation.
Fusion’s active replication to S3 delivers the lowest
possible recovery point objective [RPO] as data is
continuously replicated to S3 as it changes on-premises.
In the event of an outage, having data in S3 means it is
available to anything that can utilize data in S3 including
other Hadoop clusters pointed at S3 as well as Amazon’s
own EMR. Once the on-premises data center comes
back online, the data in S3 can be used to restore the
on-premises Hadoop environment automatically with
Fusion’s built-in recovery capabilities.
Hadoop backup to S3
Often, backup and disaster recovery are pushed into the
same category even though there is a significant difference
between a copy of the latest version of the data, which can
be used for disaster recovery, and a true versioned backup
of the data that can be used to recover data to its state at
a specific point in time. With Amazon S3 versioning and
WANdisco Fusion active replication, data can be persisted
in the cloud with the lowest possible RPO and a complete
history of any changes.
Hybrid use cases
WANdisco Fusion technology ensures strong consistency
of data between all participating storage types allowing
full utilization of the on-premises cluster and the
burst capacity offered by Amazon’s cloud platform for
fluctuating workloads. At the same time, data generated
in AWS is continuously pushed back to the on-premises
cluster so the on-premises cluster and S3 stay in sync.
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Deployment options
AWS offers a comprehensive range of services on
a flexible, pay-as-you-go model. Full details of the
advantages of cloud computing, the fundamentals
of AWS and an overview of the AWS services can be
found in Amazon’s Overview of Amazon Web Services
whitepaper.
There are three standard models for using WANdisco
Fusion with AWS. Replicate data:
•

Between S3 and other cloud and on-premises
environments

•

Between different AWS availability zones or regions

•

Between storage mounted on AWS EC2 instances
and other environments.

Choose between these models based on your specific
replication requirements.

those systems, and one or more Fusion instances in AWS
using the WANdisco Fusion Cloud Formation Template.
Then induct the instances to form a replication network.
Choose which subsets of your data you want to replicate,
and use Fusion’s repair functionality to transfer initial
content that may not exist in S3. Once this initial transfer
is complete, data that changes in any of the environments
that your instances are deployed with are replicated as
soon as changes occur.
Sample deployment
Replicate selected content from an on-premises Hadoop
cluster to S3 with WANdisco Fusion by deploying an
instance in AWS and an instance with your cluster.
•

Automate deployment of WANdisco Fusion in
AWS using the WANdisco Fusion Cloud Formation
Template,

•

Configure the template at time of deployment
to refer to your Amazon S3 bucket, then

•

Deploy WANdisco Fusion in your corporate data
center to provide replication from a Hadoop cluster.

Replicate data outside of AWS with S3
Enable hybrid cloud solutions by sharing data across AWS
and non-AWS environments.
Use WANdisco Fusion to enable a consistent view of data
that spans systems outside of AWS with data storage in
Amazon S3. Deploy one or more Fusion instances in

Corporate Data Center

EDGE NODES WITH
WANDISCO FUSION

Once replicated, content residing in S3 can be used by
cluster resources that are provisioned at any time in AWS.

Virtual Private Cloud

INTERNET

AMAZON S3
BUCKET
EC2 INSTANCE
SECURITY GROUP

DATA NODES

EDGE NODES
ROOT VOLUME
AUTO SCALING GROUP

MGT/APP NODES
HADOOP CLUSTER
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INTERNET GATEWAY
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Replicate data between different AWS availability
zones or regions

AWS Region #1

Improve your resiliency to availability zone or region-level
outages by using WANdisco Fusion to maintain copies
of data held in S3 across multiple regions or availability
zones. Deploy one or more Fusion instances in each
availability zone or region using the WANdisco Fusion
cloud formation template, then induct these instances to
form a replication network.

VIRTUAL PRIVATE CLOUD

EC2 INSTANCE
SECURITY GROUP

AMAZON S3
BUCKET #1

Sample deployment
Replicate content between Amazon S3 buckets in
different AWS regions by deploying a WANdisco Fusion
instance in each region.
•

•
•

AMAZON S3
BUCKET #2

Automate deployment of WANdisco Fusion in each
AWS region using the WANdisco Fusion Cloud
Formation Template,

EC2 INSTANCE
SECURITY GROUP

VIRTUAL PRIVATE CLOUD

Configure each template at time of deployment to
refer to the Amazon S3 bucket for that region, then

AWS Region #2

Induct them into a common replication network.

Replicate data between storage mounted on AWS EC2
instances with other environments

Corporate Data Center

Sample deployment
SERVER

STORAGE

INTERNET

MOUNTED
VOLUME
EC2 INSTANCE
SECURITY GROUP

Replicate selected content from environments outside of
AWS with a file system mounted from an EC2 instance.
•

Deploy WANdisco Fusion with the standard installer
to a single EC2 instance with a locally mounted
file system,

•

Deploy WANdisco Fusion in another environment
(your corporate data center, an alternative AWS
region, another cloud provider, etc.) to replicate
content with the EC2- mounted file system.

•

Induct the WANdisco Fusion instances to form a
replication network.

INTERNET GATEWAY

Virtual Private Cloud
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Deployment WANdisco Fusion in AWS using the cloud
formation template
Choose among the following when deploying WANdisco
Fusion in AWS using the cloud formation template:
EC2 instance type
The size of the EC2 storage is based on data volume.
This will default to m3.2xlarge. Choose your instance
type based on your expectations on the rate of change
in your data, and whether you have a small or large initial
data set in S3.
Virtual private cloud, subnet and security group
Select an existing VPC into which your WANdisco Fusion
instances will be launched. Ensure that this VPC has full
network connectivity to the other environments to which
data will be replicated and that your chosen Security
Group provides access to the ports used by WANdisco
Fusion (6444, 8023, 8082, 8083, 7000-7500, 90009500). Select an existing Subnet. The CIDR range for that
subnet will need to be addressable from all other Fusion
servers that you establish in your network. If you use the
default subnet-00000000 it will create a new VPC and
relate resources, which you can use to evaluate WD Fusion
against another ec2 instance that acts as the File system to
replication with S3 for the purpose of evaluation.
S3 bucket
This is the Amazon S3 bucket to which you will replicate
files. Each Fusion instance deployed in AWS can replicate
with a single S3 bucket.
Persistent storage
Add additional storage for your cluster. In general use,
you shouldn’t need to add any more storage, you can rely
on the memory in the node plus the ephemeral storage.
Cluster instance count
Launch between one and three Fusion instances. This
choice is driven by the needs of the cluster, typically for
either horizontal scaling or continuous availability of the
WANdisco Fusion service in the event of single node failure.
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Elastic MapReduce
Choose whether the data that you replicate with S3
will be used by an Amazon Elastic MapReduce cluster.
You can launch an EMR cluster with a mechanism to
ensure continuous, consistent replication occurs with all
participating Fusion zones.
Networking and connectivity
WANdisco Fusion using network connectivity to establish
communication between separate Fusion zones, to
replicate file systems changes and to transfer content
between those zones.
Networking options
WANdisco Fusion is a distributed system, allowing
multiple, separate storage systems to exchange data to
replicate content. It includes a collection of services that
communicate over the network, requiring the ability to
establish and use TCP connections between one another.
WANdisco Fusion is launched in an AWS Virtual Private
Cloud (VPC). Your on-premises WANdisco Fusion
components will need to establish connections with
these VPC-resident services, and will also need to accept
incoming connections from them.
You have many choices for how to establish connectivity
between your on-premises environment and the AWSbased WD Fusion node. This reference architecture
recommends direct connectivity with either a VPN
or Amazon Direct Connect. Amazon Direct Connect
will provide the highest bandwidth option when your
replication requires large volumes of data to be shared
with AWS.
Regardless of your choice, you will need to ensure that
your network connectivity meets the requirements
defined in this document. For information from AWS
on VPC connectivity options, please refer to the AWS
whitepaper “Amazon Virtual Private Cloud Connectivity
Options”.
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Security groups

Installation

Cloud security is an important aspect of any reference
architecture, particularly for a distributed system that
requires network connectivity. Amazon Web Services
provides multiple mechanisms for securing infrastructure.
Much of this is automated in the deployment of
WANdisco Fusion through the cloud formation template,
but you need to establish a security group in advance.

Follow the Quickstart Installation Guide for WANdisco
Fusion to install and deploy your WANdisco Fusion
instances in AWS.

Security groups provide abstractions similar to a firewall for
restricting inbound and outbound network communication
based on traffic types, CIDR ranges and ports.
Ensure that your chosen security group provides access
to the ports used by WANdisco Fusion(6444, 8023, 8082,
8083, 7000-7500, 9000-9500). It is preferable to allow
access to those ports only from IP address ranges that
are known to represent your other environments.

Capacity planning
WANdisco Fusion can scale to meet your replication
demands both “vertically” and “horizontally”. Deploying
on machines with greater memory and network I/O
capacity will allow you to meet larger replication workloads.
Deploy on multiple machines to add greater resilience
and accommodate a larger number of client applications
accessing the underlying storage.
Capacity planning is application and environmentspecific, and should be achieved through thorough
testing on workloads that match your production
application behavior. Consult WANdisco Fusion
documentation for guidance on RAM and CPU
requirements.
Choose your EC2 instance type when deploying with the
WANdisco Fusion Cloud Formation Template. Offered
types are updated regularly, and you should select
an appropriate instance type based on knowledge of
how your workload affects performance. WANdisco
Fusion provides feedback during operation on the use
of instance resources (disk, RAM, CPU) so that you can
determine if your chosen type suits your workload.

Copyright © 2017 WANdisco, Inc. All rights reserved.

Configuration
Use the WANdisco Fusion Administration Guide to
configure Memberships and Replication Rules to being
replicating data.

Summary
WANdisco Fusion allows you to easily deploy and
configure a complete solution for data replication with
Amazon Web Services. This reference architecture
describes the key strategies for deploying WANdisco
Fusion to take advantage of the unique features of
Amazon’s platform, and to leverage AWS services such as
S3, EC2, EMR, and more.
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